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A B S T R A C T

Speech prosody has traditionally been analyzed in terms of acoustic features. Although visual features have been
shown to enhance linguistic processing, the conventional view is that facial and body gesture information in oral
(non-signed) languages tends to be redundant and has the role of helping the hearer recover the meaning of an
utterance. Though prosodic information in face-to-face communication is produced with concurrent visual
information, little is known about their audiovisual multisensory interactions. We conducted two perception
experiments modeled after the McGurk paradigm with a 3D animated character, in which varying degrees of
discordance between auditory and visual information were created to investigate two related questions regarding
the detection of contrastive-corrective focus: (a) how important are gestural cues with respect to auditory cues
and (b) what is the relevance of the different gestural movements involved (i.e., head nodding, eyebrow raising)?
Participants were presented with combinations of auditory and visual cues for both information and Contrastive
Focus Statements (Experiment 1, with the corresponding unimodal control experiments) or combinations of two
visual cues (namely combinations of competing eyebrow and head movements) without auditory information
(Experiment 2), and were asked to identify whether the utterance presented was a statement or a correction.
Results of Experiment 1 showed that (a) the presence of either acoustic or gestural features of contrastive focus
were key in guiding the listener towards one interpretation or another, and (b) listeners were more sensitive to one
of the modalities when the other was weaker. Results of Experiment 2 showed that (a) both types of visual cues
(head and eyebrow movements) contributed individually to the perception of contrastive focus, and (b) head nods
were more informative than eyebrow movements for focus identiﬁcation. Overall, our ﬁndings suggest that
prosodic and visual information work in a complementary fashion and are not integrated in the same way as
auditory and visual information during segmental perception.
& 2014 Elsevier Ltd. All rights reserved.

1. Introduction
The study of speech prosody has traditionally been based on acoustic information related to f0 pitch movements (i.e., information
about the intonation contour of an utterance) and information related to the duration and intensity of the sound chain. Yet in face-toface communication prosodic features are typically produced with correlated visual features, such as head and eyebrow movements,
or body and arm/hand movements, which are temporally synchronized with prominent prosodic units and which can be very helpful in
the processing of speech. Classic experiments have shown that visual cues contribute to speech intelligibility and the detection of
segmental information in noisy conditions (Munhall, Jones, Callan, Kuratate, & Vatikiotis-Bateson, 2004; Sumby & Pollack, 1954),
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with the study by Munhall et al. (2004) focusing on head movement in particular. They used an animated character to assess speechin-noise comprehension in the presence of normal head movements, exaggerated head movements, or no head movements, and
found that performance comprehension increased in the presence of natural head movements. Al Moubayed and Beskow (2009)
also showed that word recognition and intelligibility using animated talking heads increased when focally-accented (i.e., prominent)
words were supplemented with head-nods or eyebrow raising gestures.
Prominence is one of the prosodic functions that have been studied in most detail, and it has been shown to be strongly correlated
with the presence of certain gestural features. A body of research has reported that in natural communication prominent words tend
to be accompanied by head nods and eyebrow movements or by more exaggerated movements of the articulators (Dohen, 2009;
Dohen, Lœvenbruck & Hill, 2006; Ekman, 1979; Graf, Cosatto, Strom & Huang, 2002; Swerts & Krahmer, 2008), and these gestures
also act as conversational signals (e.g., raised eyebrows to express interest on the part of the listener or nodding to provide
conversational encouragement; Ekman, 1979). Dohen et al. (2006) tracked the movement of speakers' faces while producing
prosodic contrastive focus in French and assessed head, eyebrow, and cheek movements as well as the opening, spreading, and
protrusion of the lips, and chin movements. They found that contrastive focus in French is produced using lengthening and overarticulation of the focused constituent. With regard to articulatory correlates, lip protrusion had the largest correlation with the
presence of stress, which suggests that this cue may be of particular importance, at least in French. They also found that focus was
sometimes signaled by raised eyebrows and/or head nodding, but the link was highly inter- and intra-speaker dependent. Production
studies have also reported on the ﬁne temporal alignment that exists between the most prominent part of head gestures (the apex)
and accented syllables in speech (i.e., prosodically prominent syllables) (Borràs-Comes, Vanrell, and Prieto, 2014; Loehr, 2007, and
others).
In the perceptual domain, several studies have demonstrated the usefulness of eyebrow and head movements to facilitate the
audiovisual perception of speech prominence (House, Beskow, & Granström, 2001 for Swedish; Krahmer, Ruttkay, Swerts, &
Wesselink, 2002a and Krahmer & Swerts, 2006 for Dutch; Massaro & Beskow, 2002 for English; Dohen & Lœvenbruck, 2009 for
French). Many of these studies have manipulated the presence vs. absence of prosodic and visual information. For example, Swerts
and Krahmer (2008) showed that conﬂicting auditory prosodic and visual information (speciﬁcally, head nod, eyebrow raising, and
manual beat gestures, as well as pitch range and duration values) affect the perceived location of emphatic words in a phrase. In their
study, participants listened to recordings of a sentence with three prosodically prominent words whose auditory and visual
prominence cues were manipulated. These cues were either congruent (i.e., occurring on the same word) or incongruent (i.e.,
occurring in such a fashion that the auditory and visual cues were positioned on different words). Their results showed that
participants could more easily determine prominence when the visual cue occurred on the same word as the auditory cue, while
displaced visual cues hindered prominence perception. Dohen and Lœvenbruck (2009) found that prosodic contrastive focus could
be easily detected on the basis of either the audio or the visual modality alone (when the visual modality included only the lip contour
information), leading to a ceiling effect. In an experiment involving whispered speech, they reported that a combination of auditory
and visual information constituted an advantage for the perception of prosodic features. Speciﬁcally, the study showed that adding
vision to audition improved focus detection and also reduced reaction times.
Thus, though most of these studies suggest that gestural dynamics do convey important information that may improve the
perception of focus in conversational situations, little is known about the extent to which different activations of visual cues to
prominence interact with different activations of prosodic information in the perception of speech. Previous work on the integration of
speech information with visual cues from a speaker's face has concentrated on the segmental effects, i.e., the recognition of vowels
and consonants. McGurk and MacDonald's (1976) classic study showed that presentation of speech information from the voice with
incompatible concurrent presentation of gestural information from the face leads to confusion and illusory percepts. In some cases,
subjects reported hearing sounds that were not provided either by the voice alone or by the movements of the face alone (in one of
the most dramatic cases, when an auditory “baba” was combined with a visual “gaga”, some speakers reporting hearing “dada”). The
McGurk effect thus shows that speech perception of the segmental content does not simply superimpose audition on or add audition
to vision, but rather that the two modalities are integrated. Yet speech is not unique in being perceived by both ear and eye. Work on
the detection of emotions (deGelder and Vroomen, 2000) has also shown clear interactions between vision and audition, that is,
when a fearful voice is juxtaposed against a happy face, the voice is perceived to be happier. Similarly, while linguistic prominence is
also produced in a multimodal fashion, little is known about how visual cues inﬂuence the perception of prosodic categories. To help
ﬁll this gap in the research, in the present study we use a novel method of testing multimodal perception of contrastive focus that is
comparable to methods used in experiments that examine the multimodal identiﬁcation of phonetic segments. The ﬁrst aim of the
study is to evaluate the relevance of prosodic and visual information in the perception of contrastive focus in an experiment which
presented participants with combinations of different activations of prosodic and gestural features. Experiment 1 examines the
potential inﬂuence of the presence of gestural markers (speciﬁcally, head and eyebrow movements) on the perception of contrastive
focus when they are competing with auditory information. By using controlled manipulations of intonation (i.e., pitch range variation)
and gestural variation through animated agents (i.e., variation in the strength of head nod and eyebrow raising movements) we were
able to obtain data on the relative contributions of intonation and gesture to the perception of contrastive focus.
Recent work has also sought to determine which visual features are most effective in perceptual terms for conveying prominence
and focus in speech. Though results are partially contradictory, it seems that visual cues from the upper face together with head
movements are powerful cues to prominence when synchronized with the stressed vowel of the prominent word. Swerts and
Krahmer (2008) investigated which area of a speaker's face contains the strongest cues to prominence, using stimuli with either the
entire face visible or only parts of it. Results showed that the upper facial area (i.e., eyebrow movements) had a stronger cue value for
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prominence detection than the lower area. Scarborough, Keating, Mattys, Cho, and Alwan (2009) assessed different facial measures
during speech production and the extent to which these correlated with phrasal stress perception in English. While measures such as
head and eyebrow movements played a role in perception performance, chin movement contributed most to correct perception
independently of the other measures, thus suggesting that this is the most effective visual cue to stress. House et al. (2001)
undertook a prominence detection experiment by systematically varying the timing of both eyebrow and head movements of a talking
face in a test sentence. Results indicated that head movements were more powerful visual cues for prominence than eyebrow
movements and that perceptual sensitivity to timing misalignments was on the order of 100–200 ms. Yet in this investigation, the
amplitude of eyebrow and head movements was not manipulated and thus their relative importance could not be assessed (i.e.,
whether more exaggerated eyebrow movements would be able to counterbalance the greater power of head movements). All in all,
the extent to which speciﬁc gestural cues inﬂuence the linguistic perception of prominence and focus is far from well understood. The
second aim of this study is therefore to assess the role of the relative activation of two kinds of gestures, namely eyebrow movements
and head/chin movements, in the perception of contrastive focus. The use of 3D animated characters allows us to ﬁnely control these
sets of target facial movements and their combinations, something that is hard to achieve with human actors. By using controlled
manipulations of these two types of gestural variation we are able to obtain a more accurate assessment of the contribution of
eyebrow raising and head nodding movements to focus detection. In Experiment 2, participants were presented with visual-only input
from a 3D animated avatar combining four different activations of eyebrow raising and head nodding movements that ranged from the
conﬁguration that is characteristic of a statement to that of a Contrastive Focus Statement. In response to each stimulus they were
asked to indicate whether they perceived the utterance as a neutral statement or a ‘correction’ (i.e., contrastive focus) statement.
The article is organized as follows. Section 2 presents the methodology and results for Experiment 1 and Section 3 the
methodology and results for Experiment 2. Finally, Section 4 presents a general discussion of the results and their contribution to our
knowledge of how prosodic and gestural features interact in the perception of focus.

2. Experiment 1
Experiment 1 investigates the relation between intonational and gestural cues (head nod and eyebrow raising) in the perception of
Information Focus Statements (henceforth IFS) and Contrastive Focus Statements (henceforth CFS) in Catalan (see below for a
deﬁnition of the two types of focus). The experiment addresses this question by presenting conﬂicting audiovisual information using a
3D animated character. The experimental paradigm used to synthesize continua of auditory and visual stimuli is well established and
has been found to be informative in a number of perceptual studies. Similarly, the use of talking heads to evaluate the auditory–visual
perception of prosodic features has already been validated by other researchers (Granström & House, 2005; Krahmer et al., 2002a;
Krahmer, Ruttkay, Swerts, & Wesselink, 2002b).
2.1. Methods
For this experiment, participants were presented with a continuum of conﬂicting prosodic and gestural inputs for IFS and CFS, and
had to decide whether they interpreted the utterance as having a contrastive or a non-contrastive statement meaning.
2.1.1. Participants
Eighteen Catalan-speaking participants from the Barcelona area (12 females; 6 males) took part in the experiment. They were
university students aged 18–38 years (mean age: 22.3) with normal or corrected-to-normal vision and no symptoms of audiological
disease.
2.1.2. Audiovisual recordings
By IFS, we refer to a neutral statement, i.e., a statement that carries new information in which there is a particular constituent that
is focused with respect to the background. On the other hand, a CFS refers to the marking of a constituent as “a direct rejection of an
alternative” (Gussenhoven, 2007). A CFS typically corrects “the value of the alternative assigning a different value” (Cruschina, 2011).
Therefore, the main difference between the two focus types is that while a CFS is dependent on a preceding assertion, which is
denied/corrected by the new focalized item, an IFS is not. According to Elordieta (2007), languages mark contrastive focus and
distinguish it from information focus by means of a variety of strategies, namely intonation, syntactic movement optionally combined
with prosodic mechanisms to ensure prominence, and the use of speciﬁc morphemes optionally combined with syntactic and
prosodic strategies. Catalan has been described as a language that uses prosodic/gestural cues together with syntactic fronting to
mark contrastive focus (Borràs-Comes & Prieto, 2011; Vanrell, Stella, Gili-Fivela, and Prieto, 2013). In this investigation we will focus
on the prosodic and gestural marking of contrastive focus.
First, we made high-deﬁnition audiovisual recordings of four subjects (two males and two females) as each subject produced three
natural renditions of the noun phrase Marina with either an IFS or a CFS meaning. The goal here was to produce recorded material
that could then by manipulated to create the audiovisual stimuli used in the experiments. In order to prompt the two pragmatic IFS
and CFS meanings in a natural way, subjects were asked to reply to an interviewer's question in each of the two short dialogs
reproduced in (1). (1a) exempliﬁes the discourse context used to trigger an IFS response and (1b) exempliﬁes the discourse setting
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used to trigger a CFS response. Note that for both contexts the appropriate response consisted of only one word, the same word in
both cases.
(1a)

Interviewer:
Response:

(1b)

Interviewer:
Response:

Com es diu, la seva ﬁlla?
‘What's their daughter's name?’
Marina
‘Marina’
Es diu Júlia, ella, no?
‘Her name's Júlia, isn’t it?’
MARINA!
‘[No! It's] MARINA!’

Information Focus Statement (IFS)

Contrastive Focus Statement (IFS)

All of the recordings were obtained using a professional digital video camera in a sound-attenuating chamber at the Universitat
Pompeu Fabra. The subjects were video-recorded against a uniform white background, facing the camera, and the recordings
showed all of the head and upper part of the body (see Fig. 2). The video recordings were digitized at 50 frames per second, with a
resolution of 1920×1080 pixels. The sample rate of the sound recordings was 32,000 Hz using 16-bit quantization. A total of 24
video ﬁles were obtained (4 subjects×2 conditions (IFS, CFS)×3 repetitions).
These 24 audiovisual ﬁles were prosodically analyzed, focusing on the marking of the initial and ﬁnal points of the f0 movements.
With respect to prosody, the 24 renditions of the utterances revealed an important intonational difference between IFS and CFS,
namely a pitch range difference in the rising–falling nuclear conﬁguration, which was greater in the case of CFS (see Fig. 1). This
prosodic difference between IFS and CFS in Catalan has been reported in previous work (Borràs-Comes & Prieto, 2011; BorràsComes et al., 2014). Of these 24 sound ﬁles, the two (one for IFS and one for CFS) that most closely represented the mean pitch
range values in semitones were selected to serve as prototypical audio exemplars which would then be manipulated to generate the
audio stimuli for Experiments 1 and 2 (see Section 2.1.3).
In addition to their audio content, the 24 renditions were coded for head and eyebrow movements. The second and third authors
independently coded the type, presence (0 absent–1 present), and degree of activation of each participant's gestures (1 low degree
of activation–5 high degree of activation). The coding results revealed that these utterances were characterized by different
activations of eyebrow raising movements in combination with head nod movements. In Catalan, as in other languages like Dutch,
IFS and CFS are performed with a clear use of eyebrow and head nod movements (see Swerts & Krahmer, 2008 for Dutch). With
regard to head gestures, we found a similar presence of head nodding in both IFS and CFS, though in the latter nodding was

Fig. 1. Waveform, spectrogram, and f0 continuum of two typical renditions of IFS (left) and CFS (right).

Fig. 2. Stills from video recordings of the four participants producing CFS utterances. These stills capture the simultaneous apex (i.e., peak) of the head nod and eyebrow raising gestures.
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Fig. 3. Waveform and smoothed f0 values (in Hz) for each of the auditory stimuli in the continuum. Gray regions in the ﬁgure exemplify the vowel sequences. The three target syllables of
the acoustic stimuli are indicated at the bottom.

frequently accompanied by an additional forward head movement and, crucially, a more intense activation (see Fig. 2). As for
eyebrow raising movements, they were both more present and more active in CFS than in IFS. The authors selected two of the 24
video recordings to serve as prototypical video exemplars of the gestural realization of IFS and CFS based on the following two
considerations: (a) they reﬂected naturalistic and representative head and eyebrow movements for both statement types; and (b) the
CFS rendition represented a high activation of both features.

2.1.3. Materials and stimuli creation
As noted, prototypical exemplar audio ﬁles of the same subject performing an IFS and a CFS were selected and these were then
used as audio reference ﬁles to prepare the experimental audio continua. This was done by manipulating the f0 peak height of the
information focus rising–falling conﬁguration using Praat (Boersma & Weenink, 2008). By modifying the f0 peak height in 4 steps
(distance between each one¼ 1.5 semitones), we created a synthesized continuum ranging from the mean values of the IFS pitch
contour (163.3 Hz) to the mean values of a CFS pitch contour (211.7 Hz), using the CFS recording as a reference. The total duration
of the stimulus for each of the four stimuli was 535 ms.1 A diagram of these manipulations is shown in Fig. 3. It is important to point
out that an increase in the pitch range of the CFS in a rising pitch accent in Catalan would have induced a change in the pragmatic
meaning of the utterance, converting it from a CFS to a counterexpectational question (see Borràs-Comes et al., 2014).
In like fashion, two prototypical video exemplars were selected to serve as reference video ﬁles from among the 24 recordings, as
described above. These two video ﬁles served as the basis for the development of the visual materials for the experiment using
NINOs, a platform created by a team at the Technology Department of the Universitat Pompeu Fabra that provides powerful software
tools for the automatic production of audiovisual media, such as real-time animated virtual characters talking and acting in threedimensional virtual sets. The platform yields excellent visual performance as it is designed to work with the fastest 3D graphics
techniques (Abadia et al., 2009).
In order to create naturalistic synthesized visual continua for the two representative exemplars, the key frames for each gestural
movement (the start and end points of every transition) for each visual variable (eyebrows and head) were obtained (see Fig. 4). In
both conditions, eyebrow and head movements went from a neutral state to the peak of the gesture, and then back to a neutral state.
Since we know that the timing of the peak of gestures in relation to speech (and also to the prosodic contour) is of great
importance, we maintained the synchrony between acoustic and visual features during processing. For head, eyebrow, and eyelid
gestures, we kept the same alignment properties found in our original recordings. Fig. 5 shows the alignment properties of the
different gestures in the CFS video, which were transferred to images of the animated character.
First, the IFS video sequence was recreated but this time featuring the animated character. The clip started and ended with the
so-called Neutral Face FAP (Facial Animation Parameters) values,2 with the animation controlled by means of assigning different
FAP speciﬁcations for eyebrow, head, and eyelid movements to the intervening frames (see color lines in Fig. 4 for their temporal
alignment and activation). Smooth transitions between these starting images of the avatar and the images representing the peak of
the head and eyebrow movements for IFS were created by the program, resulting in an animated video that lasted 1 s and contained
25 frames. All AV animations included very basic lip motion and did not include speciﬁc articulatory information. Lip motion was
synchronized with the audio content, as this is important for a naturalistic production of the sentence (starting 120 ms before but
1
Regarding the prosodic realization of contrastive focus in Catalan, Vanrell et al. (2013:208) showed with production data that while pitch range differences between contrastive and
non-contrastive focus were quite systematic, no consistent differences in duration were found between the two.
2
The FAP values for the Neutral Face condition are as follows (see http://www.dsp.dist.unige.it, FAP Speciﬁcations Digital Signal Processing Lab. Department of Informatics Systems
and Telecommunications (DIST), Faculty of Electronic Engineering, University of Geneva):
• the coordinate system is right-handed; head axes are parallel to the world axes,
• gaze is in direction of Z-axis,
• eyelids are tangent to the iris,
• the pupil diameter is one third of the iris diameter,
• lips are in contact; the line of the inner lips is horizontal and at the same height as lip corners,
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Fig. 4. Stills depicting three key frames (neutral state, apex of the eyebrow gesture, neutral state) selected for the two reference recordings in the IFS (ﬁrst row) and CFS condition (second
row). (For interpretation of the references to color in this ﬁgure, the reader is referred to the web version of this article.)

Fig. 5. Schematic representation of the temporal activation of each gestural movement (yellow line: eyebrow raising; red line: head movement) in the 3D animated character and their
alignment with the sound chain in the CFS condition. The black line represents the pitch contour. A green triangle indicates the moment in time at which eyelids blink and the lips begin to
move. (For interpretation of the references to color in this ﬁgure legend, the reader is referred to the web version of this article.)

ending simultaneously with the auditory content). Eyelids were also animated in order to include a blink, coinciding in time with the
instant when the lips began to open. With regard to eye gaze, the animated face's eye movements were not manipulated.3
After synthesizing the facial movements for the IFS, a four-step visual continuum transformed it into a CFS utterance by modifying
the degrees of activation of the eyebrows and head. Fig. 6 shows the transition in four steps from the IFS facial conﬁguration (ﬁrst
row) to the CFS facial conﬁguration (fourth row). From left to right, the stills correspond to the ﬁve key frames in the video sequence,
namely initial position (ﬁrst column), eye blink (second column), eyebrows completely raised, i.e., apex of the eyebrow raising gesture
(third column), apex of the head nod gesture (fourth column), and ﬁnal position (ﬁfth column). Thus, a total of four video ﬁles were
created (one for each row), with the initial and ﬁnal frames in all of them depicting the neutral facial conﬁguration.
A total of 16 audiovisual stimulus clips were created by combining the 4-step acoustic continuum of the rising–falling intonation
contour (see Fig. 3) with the 4-step continuum of visual materials created with the animated character (Fig. 6). The audiovisual
3
Research on gaze patterns during conversations has shown that gaze attention to the listener is not systematic and that it is systematically used for speciﬁc pragmatic purposes
such as offering the ﬂoor to your partner or to a speciﬁc partner in the conversation, as well as performing a response-mobilizing action (see Borràs-Comes, Kaland, Prieto, & Swerts,
2014). Kendon’s (1967) classic experiments on English-speakers found ranges of 20–50% gaze at partner when speaking, compared with 30–80% when listening, a trend which has been
conﬁrmed by other studies.
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Fig. 6. Facial gesture transition from IFS conﬁguration (ﬁrst row) to CFS (fourth row) in four steps. The stills correspond to the ﬁve key frames in the video sequence: initial position (ﬁrst
column), with eyes completely closed (second column), with eyebrows fully raised (third column), with head completely down (fourth column), and in ﬁnal position (ﬁfth column). The initial
and ﬁnal frames are the same for all four sequences.

combinations were created with Adobe Premier CS3. The video images were rendered at 25 frames per second, with a resolution of
720×576 pixels. The sample rate of the sound was 32,000 Hz using 16-bit quantization.

2.1.4. Procedure
The perception experiment was presented in three conditions, an auditory-only (AO) condition, a visual-only (VO) condition, and
an audiovisual (AV) condition. First, participants were given a brief training session in which they were shown 8 videos in the
unimodal condition and 16 videos in the bimodal condition. They were given no feedback as to the correctness of their responses
during the training period (or thereafter). Then, working individually, participants were asked to watch the 16 experimental audiovisual
clips and indicate which interpretation—IFS or CFS—was more likely for each stimulus by pressing the corresponding computer key,
namely ‘A’ for IFS (for aﬁrmació, ‘statement’ in Catalan) and ‘C’ for CFS (for correcció, ‘correction’). They were instructed to respond
as quickly as possible after hearing each stimulus. We followed the procedure typically used in identiﬁcation experiments, where
target auditory–visual renditions are presented in isolation without contextual information (or a carrier sentence). However, in the
training session listeners were provided with contextual pragmatic information that would ﬁt either the IFS or the CFS interpretations.
This prepared listeners to imagine a pragmatic context for each stimulus when it came to the experimental session itself. The
experiment was set up using E-prime version 2.0 (Psychology Software Tools Inc., 2009). The order of the AO and VO tasks was
counterbalanced across subjects, and the AV task was performed in last position. Reaction time measures were also recorded.
The experiment was administered in a quiet room at the Universitat Pompeu Fabra using a desktop computer equipped with
professional headphones. A total of 720 responses were obtained for both the AO and VO tasks (4 audio or video stimuli×10
repetitions×18 subjects), and 2880 responses were obtained for the AV task (4 audio stimuli×4 video stimuli ×10 repetitions×18
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subjects). The experiment lasted a total of 25 min. All tasks consisted of 5 blocks, in which all available stimuli appeared 2 times in a
randomized order.

2.2. Results
2.2.1. Identiﬁcation responses
The three panels in Fig. 7 show the results of Experiment 1 in terms of subjects' responses, for the three modality conditions:
Audio-Only (left), Audio-Visual (center), and Video-Only (right). The y-axis represents the proportion of CFS identiﬁcations (0¼IFS;
1¼CFS) obtained from the participants’ responses.
As expected, the function of the unimodal conditions (AO and VO panels, Fig. 3) has an S-Shape, showing that both the acoustic
and the visual continua are key in the interpretation of NFS and CFS. Speciﬁcally, an increase in pitch range for the acoustic
continuum and an increase in gesture activation (head nod and eyebrow raising) in the visual continuum trigger a progressive
increase in the number of CFS responses. A set of Generalized Linear Mixed Models (GLMM) was conducted, with the identiﬁcation
response (binomial distribution, logit link) as the dependent variable, and Subject as a random factor. For the AO condition, Intonation
(4 levels) was set as a ﬁxed factor and was found to be signiﬁcant (F(3, 716) ¼69.538, p <.001). Bonferroni pairwise comparisons
showed a signiﬁcant difference between each pair of stimuli (p ¼.001 for 2 vs. 1 and 4 vs. 3; p <.001 for the remaining comparisons).
For the VO condition, Gesture (also 4 levels) was set as ﬁxed factor and was also found to be signiﬁcant (F (3, 716)¼ 71.925,
p<.001). Bonferroni pairwise comparisons showed a signiﬁcant difference between each pair of stimuli (p¼.007 for 4 vs. 3; p<.001
for the remaining comparisons).
For the AV condition, the central panel in Fig. 7 shows that the effects of intonation are larger for stimuli with weak gesture patterns
(numbers 1 and 2). Conversely, we observe that the effects of gesture are larger when combined with intonation stimuli 1 and 2. This
pattern of results shows that the effect of one of the cues (either gestural or intonational) tends to be larger when the other one is less
activated. It can also be observed that gestural information is slightly more powerful than prosodic information, as stimuli with the
strongest gestural activation (even when combined with the narrowest pitch range) were more often rated as CFS than stimuli
displaying the widest pitch range (even when combined with IFS gestural properties). With respect to AV integration, the AV functions
are represented by roughly parallel lines that combine in an additive fashion the effects of the auditory continuum with the effects of
the visual continuum. These parallel functions demonstrate that the effect of the visual information tends to be constant across the
auditory series, indicating that subjects did not perceptually integrate the two modalities but instead used an additive model that
incorporated visual to auditory effects. A GLMM analysis was conducted for the AV condition, with Intonation, Gesture, and their
interaction as ﬁxed factors. A main effect of Intonation was found (F (3, 2864) ¼91.788, p <.001) and also a main effect of Gesture
(F (3, 2864) ¼127.171, p <.001); yet the interaction between the two was found to be non-signiﬁcant (F (9, 2864) ¼1.288, p ¼.238).

Fig. 7. Mean CFS identiﬁcation (y-axis) as a function of the different modalities. The left panel contains the results of the AO condition, the central panel contains the results of the AV
condition (the x-axis indicates the intonational continuum while the four different levels of the gestural continuum are shown as four different line plots), and the right panel displays the
results of the VO condition.
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Fig. 8. Mean RT t-scores (y-axis) as a function of the stimulus continua. The left panel shows results of the AO task, the central panel shows the results of the AV task (the x-axis indicates
the intonational continuum while the four different levels of the gestural continuum are shown as four different line plots), and the right panel shows the results of the VO task.

Table 1
Experiment 1 AV task. Subject reaction times. Bonferroni pairwise contrasts and overall test effects. Gesture is the contrast ﬁeld.
Intonation stimulus

1
2
3
4

Overall test effects

F
F
F
F

(3,
(3,
(3,
(3,

2419) ¼3.690, p ¼ .011
2419) ¼0.624, p ¼ .600
2419) ¼8.741, p < .001
2419) ¼19.984, p < .001

Gesture stimulus comparisons
1 vs. 2

2 vs. 3

3 vs. 4

1 vs. 3

2 vs. 4

1 vs. 4

ns
ns
ns
ns

ns
ns
ns
ns

ns
ns
.000
.000

ns
ns
ns
ns

ns
ns
.004
.000

ns
ns
.000
.000

2.2.2. Reaction times
The data were ﬁrst checked, for each subject, for the occurrence of possible outliers on the basis of reaction time (RT). Because
the RT data showed wide variation in range depending on the subject, RT values were then standardized using a t-score
transformation (within subject and task; see Whiston, 2008). Fig. 8 shows the results of Experiment 1 in terms of subjects’ RT
t-scores. The three tasks are shown in three different panels: AO (left), AV (center), and VO (right).
In both unimodal conditions (AO and VO graphs), the functions have an inverted U-shape. As expected, the more ambiguous
faces and auditory inputs (e.g., 2 and 3 values in the x-axis) trigger the longest RTs. A GLMM analysis was conducted with the RT
t-scores as the dependent variable (gamma distribution, log link; see Lin & Garnsey, 2011) and the same ﬁxed and random factors
mentioned above for each task. A main effect of Intonation was found in the AO task (F(3, 378) ¼18.645, p<.001). Bonferroni
pairwise comparisons showed similar RTs for stimuli 1 and 4, and also for stimuli 2 and 3, while showing a signiﬁcant difference
between these two stimulus groups (p < .01). A main effect of Gesture was found in the VO task (F(3, 489) ¼7.164, p<.001).
Bonferroni pairwise comparisons showed that stimulus 2 contrasted with the other three stimuli in the continuum (p<.01), with no
signiﬁcant differences among the latter.
For the AV task, main effects were found for Intonation (F(3, 2419) ¼ 6.485, p <.001) and Gesture (F(3, 2419) ¼16.670, p< .001),
and also a signiﬁcant effect was found for their interaction (F(9, 2419) ¼4.833, p<.001). The results of the Bonferroni pairwise
comparisons for each contrast ﬁeld are shown in Tables 1 and 2 (non-signiﬁcant results appear under the label “ns”). As can be seen
from the overall test effects column, the effect of Gesture was stronger with Aud4, and the effect of Intonation was stronger with Vis4.
This indicates that the most activated stimuli could be crucially interpreted faster or slower depending on the level of the other
modality combined with. This is in line with the results found for matching conditions; whereas the most activated stimuli (Aud4 +Vis4,
both CFS) lead to faster responses than in any other condition, this was not the case for the less activated matching combination
(Aud1 +Vis1, both IFS), whose RTs were not faster than most non-matching stimuli.
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Table 2
Experiment 1 AV task. Subject reaction times. Bonferroni pairwise contrasts and overall test effects. Intonation is the contrast ﬁeld.
Gesture stimulus

1
2
3
4

Overall test effects

F
F
F
F

(3,
(3,
(3,
(3,

2419) ¼5.879, p ¼.001
2419) ¼0.823, p ¼.481
2419) ¼1.713, p ¼.162
2419) ¼12.587, p < .001

Intonation stimulus comparisons
1 vs. 2

2 vs. 3

3 vs. 4

1 vs. 3

2 vs. 4

1 vs. 4

ns
ns
ns
.009

.022
ns
ns
.010

ns
ns
ns
.004

.000
ns
ns
ns

ns
ns
ns
.000

ns
ns
ns
.004

The results of the pairwise contrasts shown in Tables 1 and 2 reveal that the effects of Gesture on RTs are greater when combined
with Intonations 3 and 4 (see Table 1); at the same time, the effects of Intonation on RTs are larger when combined with Gesture 4
(Table 2). This suggests that when subjects are faced with combinations of maximally activated gestures with less activated prosodic
features (i.e., when one of the two auditory–visual modalities is already showing a clear pattern of association with the CFS meaning
and the other one is more ambiguous), they display more uncertainty in the classiﬁcation of stimuli.

3. Experiment 2
Experiment 2 involved two visual cues to the perception of contrastive focus, namely eyebrow and head movements. We
investigated the extent to which different activations of these gestural cues are responsible for the perception of contrastive focus. In
contrast to Experiment 1, this was a visual-only experiment in which participants were presented with an animated head displaying
combinations of gestural cues but were not exposed to audio information. This experimental set-up replicates to some extent real-life
situations such as noisy environments in which an interlocutor's words cannot be made out clearly.
3.1. Methodology
3.1.1. Participants
A different group of 18 Catalan participants (12 females, 6 males) took part in Experiment 2. They also came from the Barcelona
area and were university students aged 19–28 years (mean age: 23.1) with normal or corrected-to-normal vision.
3.1.2. Materials
For this experiment, each of the two gestural cues (raised eyebrows and head nod) was presented in a continuum of 4 degrees of
activation, from less pronounced to more pronounced gestures, with all the possible combinations between them. Fig. 9 shows stills
of the eyebrow/head-nod gesture combinations depicted in the 16 stimulus videos used in the experiment. They were obtained by
combining 4 degrees of activation of the raised eyebrows with 4 degrees of head nod activation. The 4 activation levels of raised
eyebrows are represented from left to right (the leftmost column corresponds to the minimum activation and the rightmost column to
the maximum activation), and the 4 activations of head nod are represented from top to bottom (the top row represents the minimum
head nod activation and the bottom row the maximum activation).
3.1.3. Procedure
The procedure and instructions were the same as in Experiment 1, with the difference that subjects had to judge each video as
portraying either an IFS or a CFS without hearing any audio track. Though the participants heard no sound, they saw the avatar's lips
moving in speech-like fashion. A total of 1440 responses were obtained for this experiment (4 head×4 eyebrow×5 repetitions×18
subjects). Listeners were instructed to respond as quickly as possible to each stimulus. The experiment lasted a total of 10 min.
3.2. Results
3.2.1. Identiﬁcation responses
Fig. 10 shows the results of Experiment 2 in terms of subjects' responses. The y-axis represents the proportion of CFS
identiﬁcations (0¼IFS; 1¼ CFS) as a function of eyebrow activation (x-axis) and head nod activation (different line plots).
A GLMM analysis was conducted, with the identiﬁcation response (binomial distribution, logit link) as the dependent variable and
Subject as a random factor. Eyebrow, Head, and their interaction were set as ﬁxed factors. A main effect of Head was found (F (3,
1424) ¼118.451, p <.001) and also a main effect of Eyebrow (F (3, 1424) ¼ 9.831, p<.001). The interaction between the two was
found to be not signiﬁcant (F (9, 1424) ¼1.701, p¼ .084).
3.2.2. Reaction times
Like in Experiment 1, the RT data were checked for outliers and then transformed into t-scores for each subject. Fig. 11 shows the
results of Experiment 1 in terms of subjects' RT t-scores (y-axis) as a function of eyebrow activation (x-axis) and head nod activation
(different line plots).
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Fig. 9. Stills showing the apex of all eyebrow/head-nod gesture combinations in the 16 video clips used in Experiment 2. The four activations of eyebrow raising are represented from left
to right (from lowest to highest degrees of intensity) and the four activations of head nod movement are represented from top to bottom (again from lowest to highest degrees of gestural
prominence).

A GLMM analysis was conducted, with the RT t-scores as the dependent variable (gamma distribution, log link) and Subject as a
random factor. Eyebrow, Head, and their interaction were set as ﬁxed factors. A main effect of Head was found (F (3, 1331) ¼15.612,
p<.001), but there was found no main effect of Eyebrow (F (3, 1331) ¼ 0.149, p¼.930) nor the interaction between the two (F (9,
1331) ¼0.686, p¼ .722). With respect to the main effect of Head in RTs, Bonferroni pairwise comparisons showed similar RTs for
stimuli 1 and 4, and also for stimuli 2 and 3.

4. Discussion and conclusions
The main goal of the present study was to explore how the combination of visual information and auditory information affects the
recognition of contrastive focus. Two perception experiments with animated 3D avatars were carried out which sought to measure the
relative importance of prosody and gestures (speciﬁcally, head nodding and eyebrow raising) in perceiving the difference between
Contrastive Focus Statements (CFS) and Information Focus Statements (IFS) in Catalan. To analyze the contribution of audio and
visual cues, the strategy used in both experiments was to present subjects with combinations of different degrees of activation
of either combined audiovisual (Experiment 1) or visual cues only (Experiment 2) and then ask them to detect the presence
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Fig. 10. Mean CFS identiﬁcation (y-axis) as a function of head nod activation (line plots) and eyebrow raising (x-axis).

Fig. 11. Mean t-scores for RT (y-axis) as a function of head nod movement (line plots) and eyebrow raising (x-axis).

of contrastive focus. The main ﬁndings of these two experiments are now discussed in the context of the previous literature on the
respective roles of visual and auditory cues in the detection of prominence and the ﬁeld of segmental speech perception.
Experiment 1 analyzed the relevance of visual and auditory cues in the detection of CFS as compared to IFS in three presentation
conditions, namely Audio-Only, Video-Only, and Audio-Visual. In the two unimodal control conditions, listeners were presented with
an acoustic continuum with intonation ranging from a typical IFS to a typical CFS realization (AO condition), and with a visual
continuum with gestures ranging from a typical IFS to a typical CFS realization (VO condition). Results showed that both the auditory
(pitch range continuum) and the visual continuum (a set of continuous activations of head nod and eyebrow raising) triggered a clear
change in perception from the IFS to the CFS interpretation, with an expanded pitch range and more activated head nod and eyebrow
gestures being associated with the CFS interpretation. In the AV condition, the audio continuum was combined with a visual
continuum of facial gesture sequences that ranged from one that is characteristic of an IFS to one that is characteristic of a CFS. As
expected, subjects were more accurate in their detection of contrastive foci when stimuli with the most highly activated gestures
(eyebrow raising and head nod) were combined with intonation patterns involving the widest pitch range. GLMM analyses revealed
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a main effect of Intonation for the AO condition, a main effect of Gesture for the VO task, and main effects of both Intonation and
Gesture in the AV condition. Qualitative analyses of the results in the AV condition showed that (a) gestural information was slightly
more powerful than prosodic information, as stimuli with the strongest gestural activation (even when combined with the IFS prosody)
were more often rated as CFS than stimuli displaying the widest pitch range (even when combined with IFS gestural properties); and
(b) the effects of prosody were greater when combined with neutral gestures or low-activated gestures; and conversely, the effects of
gesture were greater when combined with more compressed pitch range patterns (again neutral and non-activated prosody).
In the light of these results, we would like to discuss how these prosodic and visual cues interact in the perception of focus. It is
important to highlight the fact that our results on auditory–visual prosodic/visual integration are somewhat at odds with the other
results reported on auditory–visual integration processes during segmental speech perception, and it is therefore unclear whether the
same processes are involved. The AV functions in Experiment 1 are represented by roughly parallel lines which demonstrate that the
effect of the visual information tended to be constant across the auditory series. This indicates that subjects did not perceptually
integrate the two modalities. Results from similar experiments with segmental or emotion perception (e.g., Massaro, 1998; de Gelder
& Vroomen, 2000, respectively) showed very different effects of the visual modality across the auditory series. As pointed out by one
of our reviewers, a model of AV integration like Massaro's FLMP would predict that line plots would show much greater separation in
the middle of the graph than at the two ends. By contrast, our study showed that the effect of visual stimulus was fairly constant
across the auditory series (the lack of any statistical interaction between the auditory and visual stimuli also reﬂects this pattern).
Presumably, the reason behind such a difference in perception between AV speech and prosody lies in their production differences:
while in the case of segmental production articulatory gestures are an unavoidable part of producing the target speech segments, this
is not the case with prosodic information. In the case of contrastive focus, speakers can produce prosodic focus with no
accompanying gestures. Unfortunately, no direct comparisons can be drawn between our AV integration results and previous ﬁndings
on the auditory and visual contributions to prominence perception by Dohen and Lœvenbruck (2009) and Swerts and Krahmer
(2008), since these studies did not apply the McGurk paradigm involving continua of matching and mismatching audiovisual stimuli.
The analysis of reaction time patterns revealed an expected increase in RTs in the more ambiguous (central) auditory and visual
stimuli, for the two unimodal conditions (AO and VO). For the AV condition, an unexpected asymmetry was found in the results: ﬁrst,
as expected, the most highly activated stimuli (e.g., the combination Aud4+Vis4, both CFS) led to faster responses than in any other
condition. However, an asymmetry was found, since, as noted above, the combination of Aud1+Vis1 did not lead to faster responses
than combinations of Aud1 with other levels of activation of the gesture, even when these audiovisual combinations were inconsistent
with each other. This shows an inconsistent pattern of results that might be related to the fact that the cues for IFS are in fact
reﬂecting a situation where there is a ‘lack of ostensive cues’ (i.e., compressed pitch range and weakly activated gestural features),
which may render this combination less salient from a perceptual point of view. The asymmetrical pattern of RTs reported here can be
contrasted with the pattern reported in a similar experiment on AV perception of emotion (de Gelder and Vroomen, 2000), where a
clear difference in RT arises between consistent and inconsistent matches. In general, among the inconsistent combinations,
subjects experienced more uncertainty when presented with combinations of a maximally activated feature (whether prosodic or
gestural) with a less activated one.
The goal of Experiment 2 was to assess which gestures were the most effective in perceptual terms for conveying contrastive
focus in speech. The experiment analyzed the contribution of two visual cues to such focus, eyebrow raising and head nod, by
varying the relative strength of these two cues in a visual-only experiment. The results showed that the perceptual impact of head
movements is signiﬁcantly greater than that of eyebrow movements. All in all, head movements acted as a stronger perceptual cue of
contrastive focus than eyebrow raising, possibly due to the stronger visual perceptibility of this gesture. GLMM analyses revealed
main effects of Head and Eyebrow, and the interaction between the two was found to be not signiﬁcant.
The strong perceptual value of head nod cues in relation to eyebrow movements was initially noted by House et al. (2001), who
found that both head nodding and eyebrow raising movements were powerful cues to prominence detection in Swedish. In their
experiments they manipulated the synchronization of eyebrow and head movements with stressed syllables. In cases of conﬂict (i.e.,
alignment of one of the two features with the stressed syllable), their results showed that (a) both cues functioned as independent
cues to prominence; and (b) head movement showed an advantage when head movements were synchronized with the stressed
vowel in comparison with examples in which eyebrow movements were synchronized with the stressed syllable. They suggest that
“the advantage of head movement can perhaps be explained by virtue of the larger surface area in motion” (House et al., 2001:4). In
our study, we controlled for the effects of the degree of activation of head movements, with similar results, i.e., head movements were
found to be stronger indicators of focus than eyebrow raising. What is the basis for the relative perceptual robustness of head
movement cues? Following up on House et al.'s (2001) suggestion, a potential explanation for this effect is the fact that the physical
displacement of the head is much more visibly obvious than the physical displacement of eyebrows, simply because the head is a
larger object.
This study also demonstrates the usefulness of using animated talking heads in studying the interaction between gestures and
speech in communication. Animated agents allow for a precise control of gestural variation, which makes them useful for research on
the effects of visual cues such as hand and arm movements in language comprehension. However, there is an important caveat to
our study. Regardless of the general use of animated agents in perception experiments, we cannot be entirely certain that the
perceptual mechanisms involved in interpreting an unrealistic animated character are based on mirror mechanisms of speech
perception in natural communication.
Overall, our results thus support recent evidence suggesting that both audition and vision are important for the perception of
prosodic focus (Dohen & Lœvenbruck, 2009; Swerts & Krahmer, 2008). Although traditionally researchers dealing with correlates
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of contrastive focus have exclusively analyzed prosodic cues in speech-only stimuli, it is becoming increasingly clear that visual
features interact with auditory features and need to be integrated into models of language understanding. The results of both
Experiment 2 (a visual-only experiment) and the VO task in Experiment 1 showed that focus was accurately detected on the basis of
gestural cues alone. Our results show that in Catalan, like in French, Dutch, and English (see Dohen & Lœvenbruck (2009) for
French, Swerts & Krahmer (2008) for Dutch, and Scarborough et al. (2009) for English), visual cues are important for conveying
focus. Moreover, though the results of both experiments conﬁrm the perceptual relevance of visual cues for focus detection, our
results also show that the mechanisms underlying audiovisual perception in the case of prosodic categories might be different from
those described for segmental categories with the McGurk effect. In a nutshell, our ﬁndings lend support to the view that the visual
component of communication does not merely accompany acoustic prosodic information but rather constitutes a crucial component
in the semantic interpretation of utterances.
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